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Introduction
The MySQL Half-hourly Database provides an SQL interface for working with data from the Energy Authority’s Gnash system.  For those familiar with SQL, it is a convenient alternative to using another program (such as Matlab) to manipulate the half-hourly data.  Some aggregated summary tables are also included, which may be more convenient than working with the raw data.
The Database is populated by data extracted from Gnash, covering:
· half-hourly prices by node, extending back to late 1996

· half-hourly metering data, both by region of NZ and at higher spatial resolutions, extending back to late 1996

· half-hourly offer data by node, extending back to mid 2002

· half-hourly binding constraint data, extending back to 2002.

The Half-hourly Database may differ from the original Gnash data in some respects; for example, some missing or misleading data have been removed from the MySQL version.  Where the two systems differ, the original Gnash system should be considered to be authoritative. 

MySQL is a free and widely used database.  One can download it from the web and install and run it on a PC.  This document gives some guidance as to how to get MySQL up and running and to load the Half-hourly Database (in addition to the MySQL documentation available on the web).  You will need at least 20 GB of free hard drive space. 
Changes since v1.1m
The following are the main changes to the Database since v1.1m (released in          April 13):

· Approximately six months of data (to end of Sep 2013) have been added.
Changes since v1.1l
The following are the main changes to the Database since v1.1l (released in          October 12):

· Approximately six months of data (to end of Mar 2013) have been added.
Changes since v1.1k
The following are the main changes to the Database since v1.1k (released in          April 12):

· Approximately six months of data (to end of Sep 2012) have been added.
Changes since v1.1j
The following are the main changes to the Database since v1.1j (released in          October 11):

· Approximately six months of data (to end of Mar 2012) have been added.
Changes since v1.1i
The following are the main changes to the Database since v1.1i (released in          May 11):

· Approximately six months of data (to end of Sep 2011) have been added.

· Extra mappings were added in the genload_series_to_gxp table.

Changes since v1.1h
The following are the main changes to the Database since v1.1h (released in          Oct 10):

· Approximately six months of data (to end of Mar 2011) have been added.

Changes since v1.1g
The following are the main changes to the Database since v1.1g (released in          Apr 10):

· Approximately six months of data (to end of Sep 2010) have been added.

· Treatment of Huntly generation in the genload_series_to_generator_id table has changed.
Changes since v1.1f
The following are the main changes to the Database since v1.1f (released in          Oct 09):

· Approximately six months of data (to end of Mar 2010) have been added.
· Some missing offer data series have been added. Precision of offer data has improved.

Changes since v1.1e
The following are the main changes to the Database since v1.1e (released in          Apr 09):

· Approximately six months of data (to end of Sep/Oct 2009) have been added.
Changes since v1.1d
The following are the main changes to the Database since v1.1d (released in Oct 08):

· Approximately six months of data (to end of Mar 2009) have been added.

Changes since v1.1c
The following are the main changes to the Database since v1.1c (released in Apr 08):

· Approximately six months of data (to end of Sep 2008) have been added.

· A new table containing HVDC transfer data has been created.

· A new table summarising offer data has been created.

· A new data containing instantaneous reserve price data has been created.

Changes since v1.1b
The following are the main changes to the Database since v1.1b (released in Oct 07):

· Approximately six months of data (to end of Mar 2008) have been added.
· New tables have been added to map generator metering data to generator name and information.
Changes since v1.1
The following are the main changes to the Database since v1.1 (released in Apr 07):

· Approximately six months of data (to end of Sep 2007) have been added.
· Some data series have been added, deleted, modified or renamed, following changes to the Gnash version of the database.

· Various minor corrections have been made to tables and documentation.

Changes since v1.0
The following are the main changes to the Database since v1.0 (released in 2006):

· Approximately six months of data (to early 2007) have been added.
· Various minor corrections have been made to tables and documentation.

· The install file can now be opened by UltimateZip (the previous installer was built with WinZip and could not be accessed via UltimateZip).

· Tables have been added to map the nodal identifiers in the price and metering data tables to standard GXP labels (e.g. mapping 'GEN_Hydro_ Waipapa_Price' to 'WPA2201').

· A table has been added to map the standard GXP identifiers to transmission region (e.g. GXPs beginning with ANI are located in the Bay of Plenty region).
1.  Setup
1.1 Installing MySQL

If you aren’t currently running MySQL, this section briefly describes the process required to download and install it.  This should be straightforward, and there is good online documentation in case of problems.

MySQL can be downloaded from the web at http://dev.mysql.com/downloads.  The Community Edition download is about 40 MB.  Make sure to get version 5.0 or later.  (Version 5.0.21 for Windows is also included in the Centralised Dataset DVD.)
Install MySQL Server on a machine with at least 20 GB of free hard drive space.  This space will be needed to store the large tables in the Half-hourly Database.
(If you are working in a multi-PC environment, you have the option of picking a designated machine as the MySQL server, and connecting other machines to the server to do queries.  You can still use the server machine for other tasks, though servicing queries may chew up some system resources.)

Installing the software in Windows should launch the ‘Server Instance Config Wizard’, which will start running a MySQL server on your machine (otherwise, run this manually).  Some suggestions for installation; 

· Most likely you want to specify that you are working on a ‘Developer Machine’ rather than a dedicated server.  
· You should choose the ‘no transactional tables’ option (since the Database runs best in MyISAM format - INNODb tables turn out to be too big).  
· You will probably want the server to run as a Windows Service, which saves the bother of starting and stopping it.

After this is done, the server should be running on your machine.  A shortcut will have been created to a Windows command prompt where you can enter SQL queries.  MySQL syntax is an augmented version of standard SQL and is well documented on the Web.
If you use Windows, we suggest also downloading the MySQL Workbench (http://dev.mysql.com/downloads/workbench/).
If you are a habitual Microsoft Access user, you may like to use Access as a front-end to MySQL, once you have installed the MySQL Halfhourly Database.  This will mean you can build your queries in Access, they will be submitted to the MySQL server and the results will pop up in Access.  There is plenty of documentation on this on the web – see, for instance,

http://www.itc.virginia.edu/desktop/web/mysql/msaccess.html.
(Just be careful, if you use this method, not to try to download an entire table into Access – by opening it in 'Datasheet View', for instance. The larger tables in the Database are too big for this and will hang Access.)
The Authority has recently moved to using a query building tool called FlySpeed SQL Query that hooks into MySQL fairly easily. The software uses a visual query-building interface similar to Access. The free version of the software does everything the licenced version does other than exporting the query results to a file.  
1.2  Installing the Half-hourly Database

The steps you need to follow, once you have MySQL up and running, are:

1. First copy the database install file mysql_halfhourly_database_rebuild_Nov11.7z from the CDS DVD onto your hard drive and unzip it.  Make sure you have at least 20 GB of free hard drive space – the above file alone takes up about 6 GB when unzipped.  Do not try to open it in a text editor (.

2. You need to create a blank database to hold the tables, and to grant yourself permissions to it.  To do this, start MySQL as the root user (either through a graphical client, if you installed one, or through the MySQL command line client using). You should have created a MySQL 'root' user account as part of the install process.  Run the following commands:

> create database halfhourly;
> grant all on halfhourly.* to root;   [or substitute your MySQL username here]

> exit; [required to exit the command line client if used]
3. You need to set the MySQL 'maximum allowed packet size' to a large number, say 500 MB (which is probably overkill, but no matter).  This prevents 'MySQL server has gone away' errors in step 4 below.
Add "max_allowed_packet = 500M" to the bottom of the  my.ini file located at C:\Program Files\MySQL\MySQL Server 5.0 (or your MySQL version install path) and restart the service in the server management console (or simply reboot your machine).
4. Next you need to load the tables into your new database.  To do this, open a command window (on Windows, go Start / Run and type cmd). Move to the directory you unzipped the MySQL file to.  Run the following command:

mysql –u [username] –p –D halfhourly < c:\mydir\mysql_halfhourly_database_rebuild_May11.sql

(substituting the actual directory where you unzipped the database install file for c:\mydir and the name of the root user you used when you installed MySQL).  Enter your password when prompted, and then wait while the database builds.  This will take at least 1-2 hours – longer on a slow machine.

This step is well documented at http://www.modwest.com/help/kb6-241.html.  

You may need to first add your MySQL install directory and associated bin directory to your Windows path.  There should be an option to do this at install, or you should be able to add the path in your computer's system variables.
(Using MySQL is easier once you’ve set up a my.cnf file – this would mean you would not need to enter username, password or database name in the query above.  See http://www.modwest.com/help/kb6-242.html for documentation on this.)

5. If step 4 worked, then the database should be up and running.  Run the test queries on the following page to check.  Once satisfied that it’s operational, you can delete the installer files (i.e. mysql_halfhourly_database_rebuild_Nov11.7z and mysql_halfhourly_database_rebuild_Nov11.sql) from your hard drive.

There are loads of good documentation on the Web for the process of creating a database, granting permissions, and populating it from an SQL dump – see e.g. http://www.keithjbrown.co.uk/vworks/mysql/mysql_p6.shtml.

1.3  Test queries

Try running these queries in MySQL Query Browser or the MySQL command line client.  All except the last three should run quickly on a modern PC: the remainder will take a few minutes.
	use halfhourly;
	

	show tables;         
	[there should be 24 tables]

	select table_name, table_rows from information_schema.tables 

where table_schema='halfhourly';
	[shows the number of rows in each table -  the biggest by a long way should be genload with approx. 118 million rows]

	select * from prices limit 10;
	[shows the first ten records in the final prices table. Unit is $/MWh.]

	select * from prices 

where record_date='2005-03-04' 

and raw_node='NI_Pakuranga_33KV_Price';
	[show final prices at the Pakuranga node in $/MWh for each trading period on 4 March 2005]

	select * from prices_lookup 

where type='NI Node';
	[shows a list of pricing nodes in the North Island, excluding generation nodes]

	select * from prices_daily 

where raw_node='NI_Pakuranga_33KV_Price' 

and year(record_date)=2003 

and month(record_date)=6;
	[shows average price at the Pakuranga node for each day in June 2006 – this is an unweighted average over trading periods]

	select * from offers 

where bidder='GENE' 

and grid_injection_point='HLY2201' 

and record_date='2005-03-04';
	[shows Genesis's offers for all 48 trading periods at Huntly on 4 March 2005]

	select * from regions 

where record_date='2005-03-04' 

and halfhour_number=25;
	[shows the offtake (expressed as an average power in kW) for each region of NZ in the trading period immediately after noon on 4 March 2005]

	select * from regions_monthly_energy 

where record_year=2005 

and record_month=2;
	[shows the offtake (expressed as a total energy in kWh) for each region of NZ in February 2005]

	select halfhour_number, val from genload 

where id='NI_Woodville' 

and record_date='2005-01-02';
	[shows the offtake in kW at Woodville in each trading period of 2 Jan 2005]

	select constraint_type, count(*) from constraints group by constraint_type 

having count(*) > 10;
	[shows the most commonly binding constraints over the period covered]

	select b.gxp, sum(a.val)/2e6 from genload as a inner join genload_series_to_gxp as b on a.id=b.genload_series where year(a.record_date)=2005 group by b.gxp;
	[shows total load in GWh, in the 2005 year, by GXP]

	select b.gxp, max(a.price) from prices as a inner join price_series_to_gxp as b on a.raw_node=b.price_series where year(a.record_date)=2005 and month(record_date)=9 group by b.gxp;
	[shows highest price at each GXP in Sep 2005]

	select a.id,sum(a.val)/2e6 as gwh, b.generator_id,b.bus,b.line_co, b.connection_type,c.generator_name, c.technology from halfhourly.genload as a inner join halfhourly.genload_series_to_generator_id as b inner join halfhourly.generator_id_to_details as c on a.id=b.id and b.generator_id=c.generator_id where year(a.record_date)=2006 group by a.id,b.generator_id,b.bus,b.line_co,b.connection_type,c.generator_name,c.technology;

	[shows total output of each of a list of major to medium size generators during the 2006 calendar year]

	select sum((direction="northwards") * offtake_gwh) as gross_northwards_flow, sum((direction="southwards") * offtake_gwh) as northwards_flow from hvdc where year(record_date)=2007;
	[shows total gross northward and gross southward HVDC flows in 2007]

	select * from ir_prices where record_date = "2006-10-01";  
	[shows IR prices on 1 Oct 2006]

	select * from offers_by_island where record_date = "2006-10-02" and halfhour_number=17; 
	[shows total volume of energy offers at each price level, in each island, in the specified trading period]


2.  Contents of the Database
2.1  Prices – half-hourly
The prices table contains data from the final prices dataset in Gnash.  Prices are given by half hour for each node.  

The data cover the period from 1 November 1996 to 31 March 2011 (though data for some nodes start later or finish earlier).

Fields include:

· record_date
· halfhour_number  - this time period identifier ranges from 1 to 48, with noon falling between 24 and 25.  Note that days where daylight saving starts will have two less half-hours and days where daylight saving ends will have two extra half-hours, identified as 4.5 and 5.5.  See table period_info for a full list of periods, with solar altitude (as calculated in Gnash) and ‘day type’ – e.g. ‘Saturday’, ‘ANZAC Day’ or ‘New Year’s Day’.
· raw_node  - the node identifier as exported from Gnash.  These are prefixed by GEN (price at a generator), NI (price at a North Island node), SI (price at a South Island node), or TY (price at Tiwai Point).  
· See table prices_lookup for a list of node identifiers, with a brief description of each.  This lookup table also includes fields defining the type of each node – e.g. GEN_Thermal_Huntly_Price has type=’GEN’, subtype=’Thermal’ – which can be used to build queries.  

· See also table price_series_to_gxp, which can be used to map these node identifiers to more conventional GXP labels.
· price  - the unit is $/MWh (so divide by 10 to get the traditional c/kWh).

Indexes have been defined on record_date, halfhour_number and raw_node.

The prices table is very large (>2 GB) and even well-constructed queries can take a long time to resolve.  If possible, begin your analysis by selecting a smaller subset of the table to work with.

The following modifications have been carried out on the raw Gnash output:

· Records with missing prices have been removed.
· Records where the ‘price’ value that was supplied to the EC is actually a constant indicating missing or invalid data have been removed.  These ‘missing value’ constants included 1e5, -1e5, -9999 and -10003.  (Generally these values have only occured at disconnected nodes, apart from one now-corrected software issue that resulted only when an unusual combination of circumstances took place.)
· For nodes where the data does not cover the whole Nov 1996 – present time period, there is often a long initial or final run of zero values.  These runs of zeros have been removed.  [Note that, even after this correction, the dataset still contains some long runs of zeros, which may in some cases represent missing data rather than actual zero prices: caveat emptor!]

· Data for October 1996 were available for some series, but generally the coverage for this time period was patchy and so it has been removed.
Note that, as in the original data received, the number zero can be used to indicate the absence of a price (through an infeasibility or a disconnected node) as well as indicating an actual price of $0/MWh.   

Data for some nodes contained gaps, ranging in length from a single trading period to multiple days.  More gaps have been created by removing missing and invalid data.  At this stage we have made no attempt to fill these gaps; we may, at some later stage, attempt to fill them in by imputing plausible values.

2.1.2  Prices - aggregated

For convenience, daily and monthly price tables have been created.  These tables are much smaller than the full half-hourly table and queries will resolve quicker.

The prices_daily table gives the unweighted mean price at every node in each day.  Missing data are omitted from the calculation; if an entire day is missing then it will not appear in the prices_daily table (rather than appearing with a missing value).  
Similarly, the prices_monthly table gives the unweighted mean price at every node in each calendar month.  All the above comments equally apply to this table.
The price_by_period_and_month table gives the unweighted mean price in each half-hour period during each calendar month – i.e. a profile of mean price by time of day.  The ‘half-periods’ associated with the end of Daylight Saving Time are not included.

All these tables have appropriately defined indexes.

2.1.3  Price–series name to GXP code

The table price_series_to_gxp maps the node identifiers from Gnash (e.g. 'GEN_Hydro_Waikato_Atiamuri_ Price') to standard GXP labels (e.g. 'ATI2201').

Nodes not currently associated with a GXP have been omitted from this table.

2.1.4  Instantaneous reserve prices

The table ir_prices provides instantaneous reserve prices, for each trading period for which they are available. The data cover the period from 1 November 1996 to 28 February 2011, though with a large gap in the middle. 
Reserve prices are set for each island in each trading period. There are two classes of reserve: FIR (fast instantaneous reserve) and SIR (sustained instantaneous reserve). 
Data fields include the class ("F" or "S"), the island ("N" or "S"), the date, trading period and price. 

The table has appropriately defined indexes.

Reserve offers and cleared quantities are included in the Centralised Dataset but not in the MySQL Halfhourly Database.
2.2  Offers

2.2.1  Offers – half hourly

The offers table contains offer data from the ‘Bids and Offers’ dataset in Gnash.  Offers are given by half hour for each node.  There can be up to 5 bands (each band representing an offer to supply X MW at a price of $Y/MWh), though usually not all of them are used.  

Bids data have been removed from the MySQL database – these can be obtained from Gnash if needed.

Reserve offers and cleared quantities are included in the Centralised Dataset but not in the MySQL Halfhourly Database.

The offers data cover the period from 29 May 2002 to 31 March 2011, but not with 100% coverage – there are gaps in some series.
Maximum output and ramping rate data are included in Gnash but have not yet been loaded into the MySQL database.

Fields include:

· bidder  - the label of the generator offering to supply power – can be CTCT, GENE, MERI, MRPL, ONRG, TODD, TRUS, TUAR, DUKE, ALNT or NZWF.
· record_date
· halfhour_number  - this time period identifier ranges from 1 to 48, with noon falling between 24 and 25.  Note that days where daylight saving starts will have two less half-hours and days where daylight saving ends will have two extra half-hours, identified as 4.5 and 5.5.  See table period_info for a full list of periods, with solar altitude (as calculated in Gnash) and ‘day type’ – e.g. ‘Saturday’, ‘ANZAC Day’ or ‘New Year’s Day’.

· node  - the full node identifier, as exported from Gnash, with band and data type trimmed off.  This field contains information on the node, plant and unit, separated by underscores - e.g. HLY2201_HLY_1, indicating the first unit of the Huntly power station at the HLY2201 node.  These individual fields are also provided separately (see below).
· grid_injection_point  - the grid injection point at which power is supplied, e.g. HLY2201

· station  - the three-letter code of the generating plant, e.g. HLY

· unit  - the number of the unit at the generating plant, e.g. 1 through 6 for Huntly

· band1_power  - an offer of power in MW.
· band1_price  - the corresponding offer price in $/MWh .
· band2_power, band2_price, band3_power, band3_price, band4_power, band4_price, band5_power, band5_price  - more offers and prices in the same format.  Note that some of these may be NULL, including the first band (band1_power and band1_price).

Indexes have been defined on record_date, halfhour_number, node, grid_injection_point, station and unit.
The following modifications have been carried out on the raw Gnash output:

· Missing values of ‘power’ or ‘price’ have been converted to NULLs.

· Every record which has no ‘power’ or ‘price’ value for any band has been removed.

· Every record which has only zero 'power' values for every band has been removed.
2.2.2  Offers - aggregated

For convenience, an offer summary table offers_by_island has been created. For each trading period in each island, the table gives the total volume of offers at each price level.  

The table has appropriately defined indexes.

2.3  Metering data
2.3.1  Regional offtake totals

The regions table contains data from the main (load/generation) Gnash dataset, aggregated by region of New Zealand.  The data indicate metered offtakes at grid exit point, by half hour and region.  The unit of measurement is kW of average power (not kWh of energy!)
For disaggregated data at a higher spatial resolution, see section 2.3.3.  However, the regional data are more reliable and should be used in preference, if possible.
The regional data cover the period from 1 Oct 1996 to 31 March 2011.  Gnash data extend considerably further back, but this is the period for which the region definitions used are valid.
The intention was that these data should be net of embedded generation.  However, in a few cases this does not hold.  Some output of 'partially embedded' generators has not been netted off regional demand.  

Thirteen regions are included – Auckland, Bay of Plenty, Central [North Island], Hawkes Bay, North Isthmus, Taranaki, Wellington, Canterbury, Nelson/Marlborough, Otago/Southland, South Canterbury, West Coast.  These are the transmission regions specified in Appendix 3 of the 2005 draft Statement of Opportunities.  The definitions of these regions are specified in the 'regions.txt' Gnash file included in the CDS.
Fields include:

· record_date
· halfhour_number  - this time period identifier ranges from 1 to 48, with noon falling between 24 and 25.  Note that days where daylight saving starts will have two less half-hours and days where daylight saving ends will have two extra half-hours, identified as 4.5 and 5.5.  See table period_info for a full list of periods, with solar altitude (as calculated in Gnash) and ‘day type’ – e.g. ‘Saturday’, ‘ANZAC Day’ or ‘New Year’s Day’.

· island  - N (north) or S (south).

· region  - a string indicating the region of NZ, e.g. “CanterburyPost96”.  Where present, the “Post96” prefix emphasizes the fact that these region definitions, as applied in Gnash, are only valid for the period from 1996 onwards.

· offtake  - the average offtake in kW over the specified period.  To calculate the approximate energy taken in a given period, multiply by 0.5 (the length of the period in hours) to yield a figure for total energy in kWh.

Indexes have been defined on record_date, halfhour_number, region and island.

No data cleaning has been carried out on the Gnash output for regional offtakes, which is believed to be of a high level of data quality already.  Please let us know if you find any issues that should be corrected.
2.3.2  Regional offtake totals - aggregated

For convenience, daily and monthly offtake tables have been created.  These tables are much smaller than the full half-hourly table and queries will resolve quicker.
The regions_daily_energy table gives the total offtake in each region in each day.  The unit of measurement in this table is energy in kWh (as opposed to the half-hourly offtake table, where the unit is power in kW).  

The regions_month_energy table gives the total offtake in each region in each calendar month.  Again, the unit of measurement in this table is energy in kWh.

The regions_by_period_and_month table gives the average offtake in each half-hour period during each calendar month – i.e. a profile of energy usage by time of day.  The unit of measurement here is power in kW.  The ‘half-periods’ associated with the end of Daylight Saving Time are not included.
All these tables have appropriately defined indexes.
2.3.3  Metering data – not spatially aggregated

For completeness, we have included the full load/generation dataset from Gnash in the MySQL database, for data from 1 October 1996 to 31 March 2011.  (Gnash covers data for earlier dates as well.)
However, where possible we recommend you use the regional load data instead.  The disaggregated metering data are still in the process of being prepared and catalogued.  If they are used it should be with caution, for the following reasons:

· The individual data series contain 'holes', i.e. periods for which there was metering but the relevant data are missing.

· We have not yet resolved what some of the series refer to, particularly in the case of the generation data.  The comments in the 'genload_lookup' table indicate our current level of uncertainty.

· In some areas, the ways in which generation and load are allocated to the different data series change over time (often as the result of changes in grid configuration).

We are working to improve the quality of the data – in the meantime, caveat emptor.
Fields include:

· record_date
· halfhour_number  - this time period identifier ranges from 1 to 48, with noon falling between 24 and 25.  Note that days where daylight saving starts will have two less half-hours and days where daylight saving ends will have two extra half-hours, identified as 4.5 and 5.5.  See table period_info for a full list of periods, with solar altitude (as calculated in Gnash) and ‘day type’ – e.g. ‘Saturday’, ‘ANZAC Day’ or ‘New Year’s Day’.

· id  - a string identifying the series
· All these ids are listed in the genload_lookup table, with comments.

· The new genload_series_to_gxp table can also be used to map these ids to standard GXP labels.

· val  - Usually, the average generation or load in kW for the specified period – except for reactive power series, where this field is expressed in kVars.
Indexes have been defined on record_date, halfhour_number, and id.

No extra data cleaning has been carried out on the data after extracting it from Gnash.
Note: reactive data series were removed from this section of the database in v1.1b. They are still available in Gnash.
2.3.4  Metering data – series name to GXP code

The table genload_series_to_gxp maps the node identifiers from Gnash (e.g. 'SI_ASHBURTON_33KV') to standard GXP labels (e.g. 'ASB0331').

Note that a single GXP can include more than one metering data series; for instance, 'HEP0331' corresponds to both 'NI_HEPBURN_AUCKLAND' and 'NI_HEPBURN_WAITEMATA'.  In these cases, the GXP load is the sum of the loads for all the meter data series listed.
Note also that the genload_series_to_gxp table does not include Gnash series specifically for injection from GXPs onto the grid. Some of these are listed below.
	GXP
	Offtake series (included in genload_series_to_gxp)
	Injection series (not included in genload_series_to_gxp)

	LTN0331
	NI_Linton_Export
	NI_Linton_Import

	TWH0331
	NI_Tekowhai_Export
	NI_Tekowhai_Import

	ASB0661
	SI_Ashburton_66KV_Export
	SI_Ashburton_66KV_Import

	KUM0661
	SI_Kumara_Export
	SI_Kumara_Import


2.3.5  GXP code to transmission region

The table gxp_prefix_to_transmission_region maps GXP labels to transmission regions (as used in the Authority's analysis of demand) and islands.  
The table has three columns; prefix (the first three characters of a GXP label), transmission_region, and island.
2.3.6  Series name to generator

The table genload_series_to_generator_id maps the node identifiers from Gnash (e.g. 'GEN_GEOTHERMAL_MOKAI') to generator IDs from the generator_id_to_details table (e.g. 'mokai').

Essentially the table is a list of the major to medium-sized generators (some small plant are omitted), allowing you to track down information about a specific generator or a group of related generators.

As well as providing IDs for lookup in the generator_id_to_details table, this table includes the bus at which each generator is connected (e.g. ANI0111 for Aniwhenua – not to be confused with the GXP which that bus hangs off), the line company (e.g. BOPE), and the connection type (usually EG or GG).

Where the line company has changed over time, we have set the line_co field to XXXX rather than inserting multiple records.

Some generators have multiple lines in this table.  In these cases, the total output of the plant is the sum of the records for the individual data series.

Some lines in the table refer to multiple related generators (for example, the entire Waikaremoana scheme is covered by a single data series, GEN_Hydro_Waikaremoana).

Ideally, this table could be used to calculate total generation, which could be matched against total demand, with the difference being down to losses. Currently, however, outstanding data issues still cause problems with this calculation.

Single-unit generation series (such as individual units at Benmore) are included in the genload table but have not been included in this list – which is restricted to whole-plant generation series. Exception (new in v1.1h) - Huntly now appears as three series, 'Huntly 1-4', 'Huntly e3p' and 'Huntly p40', rather than at a station level.
2.3.7  Generator ID to details

The table generator_id_to_details lists the generator IDs from the genload_series_to_generator_id  table (e.g. 'mokai') and provides information about each plant.

Data fields provided include the name of the generator, the technology (e.g. 'Geothermal' or 'Cogeneration'), the fuel(s) (e.g. 'Gas and oil' or 'Wind'), the island in which it is located, and the hydro scheme it belongs to (if applicable).

2.3.8  HVDC transfers

The table hvdc provides total HVDC transfers, in each direction, for each trading period. The data covers the period from 1 October 1996 to 30 September 2011, though note that there are some gaps in the record. (Gnash covers data for earlier dates as well.)
Transfers in this table are expressed on a 'gross' basis, i.e., without subtracting losses. In other words, northward flows are metered at Benmore and southward flows are metered at Haywards. Net transfers would be lower.
Data fields include the flow direction ('northwards' or 'southwards'), the date, the trading period, and the directional transfer in GWh. 
If current flows in both directions during the trading period, then there will be two records – one for each direction – rather than a single net transfer value. 
The table has appropriately defined indexes.
2.4  Binding constraints

The constraints table contains data from the ‘Constraints’ dataset in Gnash.  Each record represents a constraint that was binding in a particular time period.

The data cover the period from 1 March 2002 to 30 September 2011, though there is not a complete record over this period.

Fields include:

· record_date
· halfhour_number  - this time period identifier ranges from 1 to 48, with noon falling between 24 and 25.  Note that days where daylight saving starts will have two less half-hours and days where daylight saving ends will have two extra half-hours, identified as 4.5 and 5.5.  See table period_info for a full list of periods, with solar altitude (as calculated in Gnash) and ‘day type’ – e.g. ‘Saturday’, ‘ANZAC Day’ or ‘New Year’s Day’.

· constraint_type  - the constraint identifier, as exported from Gnash.  Examples include ‘ARA_WRK_1’, ‘GROUP_ARG_KIK1_OUTAGE_EQ1OF2’, ‘ROX_T10_M10_A’.  These IDs are listed in the constraints_lookup table.
· constraint_value   - the value at which the constraint binds.
Indexes have been defined on record_date, halfhour_number and constraint_type.

No data cleaning has been carried out on the Gnash output for binding constraints, so the MySQL tables should contain the same information as Gnash.
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